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What is causation?

Where C and E are two distinct possible events, E
causally depends on C if and only if, if C were to occur
E would occur, and if C were not to occur E would not
occur.

—"“Causation”, Journal of Philosophy, 1973

David Lewis

This theory also supports causal chains from C to E (rather than direct links).

Moreover, we can speak of counterfactual influence on the way in which the
event occurs, rather than just whether or not it happens at all.



What is interpretability?

Interpretability asks how and why questions:

How (by what means) did my model do that?

Why did my model do that?

This stands in contrast to what and can questions: What is my model doing
(e.g., benchmarking, behavioral analysis)? Can models do this?



Why should interpretability care about causality?

e Causal evidence supports far stronger claims than correlational evidence.

e We are lucky in that causal evidence is shockingly easy to obtain relative to
other fields. We should take advantage of this!

e Many interpretability claims are implicitly causal claims, even if not
presented as such.
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Interpretability questions

e Does an LLM use concept X when it outputs tokens correlated with X?
e Where does an LLM represent a fact (e.g., the Eiffel Tower being in Paris)?

e Do LLM activations represent a concept via a linear direction in activation
space?

e Does an LLM add two numbers by adding the ones place and tens place
separately, then carrying the one if needed?

These are causal questions!



Does the LLM use concept X when it outputs tokens correlated with X?

If (the representation of) X changed and nothing else, would the output have changed?

(Le., is the output counterfactually dependent on (the representation of) X?)



Outline

Asking causal questions
causal mediation

Levels of causal questions
the causal ladder

Identifying the answers
when are answers to causal questions unique?

Parts 1 2 3



Notation

X input

x’ an input distinct from x

! a model layer

a an activation at a given token position

y a model or probe output

m some metric (usually derived from y)

do(a := a) an intervention where a is manually set to @

7 the model/probe output after rerunning with an

intervention
Q a featurizer
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when are answers to causal questions unique?
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Part 1 - Asking causal questions —

Probing

Probes are classifiers trained on the activations of neural networks. They aim to
locate representations of particular concepts:

e Parts of speech Hewitt and Liang (2019)

e Dependency tree distances Hewitt and Manning (2019)

e The truthfulness of a statement Marks and Tegmark (2024)

e Reward hacking behaviors Bergen et al. (2026)
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Let’s start by trying to probe for gender representations:
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input
She has worked in — predicted profession
hospitals for ten years. ... —/ nurse
This person works as a —a

Biographies from Bias in Bios (De-Arteaga et al., 2019)
Parts 1 2 3
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Part 1 - Asking causal questions —

Probing
Let’s start by trying to probe for gender representations:
Gemma-2-2B
input
She has worked in — predicted profession
hospitals for ten years. ... —/ nurse
This person works as a —a
layer ¢ predicted label
probe female

Suppose a linear probe on a reads gender with 100% accuracy. It would be easy
to conclude at first glance that the model uses gender information.

Biographies from Bias in Bios (De-Arteaga et al., 2019)
1
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Part 1 - Asking causal questions —

Interpreting probing results

Target question Actual measurement

How much does the prediction How well a linear map of a predicts

change when gender changes, via a? gender on this particular data.
Estimand A quantity that would answer the question of interest, if it can be

computed exactly.

Estimator A procedure approximating the estimand from data.
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Part 1 - Asking causal questions —

Interpreting probing results

/High probing accuracy

As tested by:

gender is in a

the probe gender is
itself performs correlated with
the task the LLM profession

uses gender

J

a control task changing a randomizing gender

Only the inner circle answers our target question.
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Part 1 - Asking causal questions —

Control tasks

ELMo layer 1, linear probe

Part of speech, 97.2%

Hewitt and Liang (2019), Table 1 Demo: Shuffled probe
1
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Control tasks

ELMo layer 1, linear probe
_I Selectivity, 26.0 points

ontrol task, 71.2%

Part of speech, 97.2%
\s each word type gets a fixed random tag

Hewitt and Liang (2019), Table 1 Demo: Shuffled probe
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https://causality4mechinterp.github.io/demos/shuffled-probe.html

Part 1 - Asking causal questions —

Control tasks

ELMo layer 1, linear probe
_I Selectivity, 26.0 points

part-of-speech accuracy minus
control-task accuracy

ontrol task, 71.2%

Part of speech, 97.2%
\s each word type gets a fixed random tag

Hewitt and Liang (2019), Table 1 Demo: Shuffled probe
1
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Part 1 - Asking causal questions —

Spurious correlations

O

correlated in the data

biography x

profession

the LLM

~~>pr0be’s guess: female?

In Bias in Bios, profession correlates strongly with gender.

De-Arteaga et al. (2019)
1
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Part 1 - Asking causal questions ——

Randomization

randomised

gender

profession

the LLM

@ the LLM”S‘prediction y

biography x
>probe’s guess: female?
Randomization can help us cut the link between profession and gender.

Better still: we could change the biography to swap gender, but remain
otherwise identical.

x  She has worked in hospitals for ten years. Mary ...
x’  He has worked in hospitals for ten years. John ...

Now we can measure the effect of gender on 4, and on y.

1
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Part 1 - Asking causal questions ——

What makes for a good probing experiment?

QLo

Vary labels (real or random) and inputs (real and with target
concept changed)
Measure selectivity, and how often the probe’s label changes

when the concept is modified

Refuted if selectivity is near zero, or the label rarely changes when
the target concept is varied

Even still, a probe cannot show whether the model actually uses the target
concept.

1
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Causal validation

O

apply probe on a intervene on a

L an D - S, {H—> outputy
a
[a’f‘cention}J L MLP }J Lattention}J L MLP }J

We observe p(y | a)

input x




Part 1 - Asking causal questions ——

Causal validation

O

apply probe on a intervene on a

@ P \o/ P &>
o) el o)

We observe p(y | a) Intervene on a: p(y | do(a := d))

input x output y
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Part 1 - Asking causal questions

Counterfactual interventions

(-]
AN
/—> )0

set a: j = y(x,do(a := d))

We hold the input fixed, but intervene on a by setting it to some counterfactual
value 4.

Pearl (2009); Joshi et al. (2026), Appendix A.1.1 and Table 3
1



Part 1 - Asking causal questions

Counterfactual interventions

(]
S T

set a: j = y(x,do(a := d))

We hold the input fixed, but intervene on a by setting it to some counterfactual
value 4.

Intervention  Setting a variable to a value we choose, written do(a := @), while
every other part of the computation follows its usual rules.

Randomising gender was an intervention too, on the input.

Pearl (2009); Joshi et al. (2026), Appendix A.1.1 and Table 3
1
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Part 1 - Asking causal questions

Causal mediation analysis

mediator a

through a

around a

Mediator A part of the LLM on a route from the input to the output, such as a.

Mediation Changing the input and asking how much of the change in the
analysis output is from the mediator.
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a biography
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indirect effect m(ij) — m(y)
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Indirect effects

@ a(x’) a(x’)
1) 7 0]

a biography biography w/ gender swapped a biography

change the input: total effect ~ change only the mediator:
m(y’) —m(y) indirect effect m(ij) — m(y)

IE = m(§) — m(y), where § = y(x, do(a := a(x")))

Metric m The target measurement (a scalar). Here, m is the probability of
“nurse”, the model’s output token given x.
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Computing indirect effects

Run Input
= log p(sees) — log p(see) 1 x

y
2 x’
Q00

x = The bear x’ = The bears

Tutorial worksheet, Problem 1
Parts 1 2 3
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Computing indirect effects

Run Input
= log p(sees) — log p(see)

y
OO0

x = The bear x’ = The bears

B W N
R R R

Tutorial worksheet, Problem 1
Parts 1 2 3

Neuron a
a(x)
a(x’)
a(x’)

a(x)




Part 1 - Asking causal questions

Computing indirect effects

Run Input
m = log p(sees) — log p(see) 1 X
y Y
2 x’
OOO a(x) OOO a(x’) 3 x
0000 0000 i =«
OO0 OO0
x = The bear x" = The bears
What is the total effect?

Tutorial worksheet, Problem 1
1
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Computing indirect effects

Run Input
m = log p(sees) — log p(see)

1
000 .. Q00 .. >
0000 0000
000 000

x = The bear x' = The bears

=R R
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Part 1 - Asking causal questions

Computing indirect effects

Run Input
m = log p(sees) — log p(see)

1
000 .. Q00 .. >
0000 0000
000 000

x = The bear x' = The bears

=R R

What is the total effect? TE=m(y’) —m(y) =6-2=4

What is the indirect effect of setting a to a’ given x?

Tutorial worksheet, Problem 1
1
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Computing indirect effects

Run Input Neuron a m

m = log p(sees) — logp(see? 1 X a(x) 2

d > 2 x’ a(x’) 6
OOO a) OOO aw’) 3 X a(x’) 5
4 x’ a(x) 4

0000  OO000
900) OO0

x = The bear x" = The bears
What is the total effect? TE=m(y’) —m(y) =6-2=4

What is the indirect effect of setting a to a” given x? IE =
m(x,j)—m(x,y)=5-2=3

Tutorial worksheet, Problem 1
1
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Computing indirect effects

Run Input Neuron a m

m = log p(sees) — logp(see? 1 X a(x) 2

000 - Q00 .. 1 L

o ax) 3 X a(x’ 5

0000 0000 : ¥ 1
OO0 000

x = The bear x" = The bears
What is the total effect? TE=m(y’) —m(y) =6-2=4

What is the indirect effect of setting a to a” given x? IE =
m(x,j)—m(x,y)=5-2=3

What if we patch in the reverse direction?

Tutorial worksheet, Problem 1
1



Part 1 - Asking causal questions

Computing indirect effects

Run Input Neuron a m

m = log p(sees) — logp(seel) 1 X a(x) 2

000 - Q00 .. 1 L

o ax) 3 X a(x’) 5

0000 0000 : ¥ 1
OO0 000

x = The bear x" = The bears
What is the total effect? TE=m(y’) —m(y) =6-2=4

What is the indirect effect of setting a to a” given x? IE =
m(x,j)—m(x,y)=5-2=3

What if we patch in the reverse direction? IE = m(x’, /) —m(x’,y) =4-6 = -2

Tutorial worksheet, Problem 1
1



Part 1 - Asking causal questions

What does 1E /TE measure?

Claim “This neuron holds 75% of the model’s number
representation, since IE/TE = 3/4.”

Is this an accurate conclusion given the evidence?

Tutorial worksheet, Problem 1
1




Part 1 - Asking causal questions

What does 1E /TE measure?

Claim “This neuron holds 75% of the model’s number
representation, since IE/TE = 3/4.”

Is this an accurate conclusion given the evidence?

Supported On this pair, for this metric and this direction, setting a
alone moves m by 75% of the total change.

Tutorial worksheet, Problem 1
1




Part 1 - Asking causal questions

What does 1E /TE measure?

Claim “This neuron holds 75% of the model’s number
representation, since IE/TE = 3/4.”

Is this an accurate conclusion given the evidence?

Supported On this pair, for this metric and this direction, setting a
alone moves m by 75% of the total change.

The ratio is a share of a change in the output.

Tutorial worksheet, Problem 1
1
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Indirect effects of sets of neurons

150
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o

Layer 1
—— All Layers
--- Model
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o

Indirect Effect

5 6 7 8 9
Log(Number of Neurons)

If we rank neurons by their indirect effects, greedily add them to a set, and
intervene on the set, we see the trend above as we increase the number of
neurons in the set. What does the decline near the right of the graph tell us?

Vig et al. (2020)
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Indirect effects of sets of neurons

150

Indirect Effect

Layer 1
—— All Layers
--- Model

50

5 6 7 8 9
Log(Number of Neurons)

If we rank neurons by their indirect effects, greedily add them to a set, and
intervene on the set, we see the trend above as we increase the number of
neurons in the set. What does the decline near the right of the graph tell us?

That some neurons have negative indirect effect, and thus counteract the effect
of the other neurons.

Vig et al. (2020)
1
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Part 1 - Asking causal questions

Activation patching
the same procedure as a causal graph
tens out
! answer 32
1
+ 2 5 ones out
4 2

tens digits ones digits

This is an intervention on the program: do(carry := 0).

Mueller et al. (2025)
1
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Activation patching

Mueller et al. (2025)
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Activation patching

42 77

17 + 25 = 30 + 47 =

x =17 + 25, the run we patch x” = 30 + 47, the run we copy from

Mueller et al. (2025)
1



Part 1 - Asking causal questions

Activation patching

32? 77

17 + 25 = 30 + 47 =

x =17 + 25, the run we patch x” = 30 + 47, the run we copy from

If a encodes the carry operation, then the network should now answer 32.

Mueller et al. (2025)
1



Part 1 - Asking causal questions

Activation patching
@ a(x’) a(x’)
@ by 3

change the input change only the mediator

Mueller et al. (2025)
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Activation patching
@ a(x’) a(x’)
@ by 3

change the input change only the mediator
total effect: 42 — 77 indirect effect through a: 42
— 32

Patching is the third panel, run on real inputs.

Mueller et al. (2025)
1



Part 1 - Asking causal questions

Activation patching
@ a(x’) a(x’)
@ by 3

change the input change only the mediator
total effect: 42 — 77 indirect effect through a: 42
— 32

Patching is the third panel, run on real inputs.

On the biographies, we copy a from the he-run into the she-run.

Mueller et al. (2025)
1
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Is A sufficient? Is A necessary? Is B sufficient?

copied from the run on x copied from the run on x’
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Is A sufficient? Is A necessary? Is B sufficient?
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Necessity and sufficiency

Is A sufficient? Is A necessary? Is B sufficient?

copied from the run on x copied from the run on x’
, — ™~ answer 7 ~~ answer , — —~ answer
T T e
copied from the run on x

Sufficient Copying this part alone from the run on x brings back x’s answer.

Necessary Replacing this part alone with its value from x’ changes the answer.
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Part 1 - Asking causal questions

How should we patch a?

Does the model need a at all?

erase a

average of a

a typical value

LLM component

Does the model need what a says about
this particular biography?

Does replacing a with its value from
another input matter?

Intervention  The kinds of change an experiment allows, including the value we
class put in.
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Causal mediators in LLMs

full layer
0 @] 0 @]
x =3 E] a8, {3 Y
0 B 0 0
OO0—® OOt OO attention
OO 000~ 0O MLP
submodule

What kind of component(s) should we use as mediators?

Mueller et al. (2026)
1
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Causal mediators in LLMs

=
OEIJD
000
000
000
<

o a0 oo attention A

000 o 00 MLP G

neuron  attention head

What kind of component(s) should we use as mediators?

Neurons and heads: fine-grained and tractable to search over, but they often
respond to many seemingly unrelated concepts.

Mueller et al. (2026); Bricken et al. (2023)
1



Part 1 - Asking causal questions

Causal mediators in LLMs

a group of units

0 0 0 @
x -0 O O O y
0 0 0 bl
ogd Oogdcr oo attention
000 000~ 00 MLP

What kind of component(s) should we use as mediators?
Groups of neurons/heads: combinatorial explosion. :(

Mueller et al. (2026); Bricken et al. (2023)
1



Part 1 - Asking causal questions

Causal mediators in LLMs

=
OEIJD
000
000
000

y a; d=aay+pay

00 ooo oo attention  ©

0]0)0; OO0~ )@ MLP

What kind of component(s) should we use as mediators?

Directions: often interpretable, but must be learned using some external
component like a probe or an SAE.

Mueller et al. (2026); Bricken et al. (2023)
1



Part 1 - Asking causal questions

Causal mediators in LLMs

Y a; d=aay+pay

=
D(IJD
000
000
000

00 ooo oo attention  ©
000 000~ 00 MLP

What kind of component(s) should we use as mediators?

Directions: often interpretable, but must be learned using some external
component like a probe or an SAE.

A featurizer ¢ can be learned to map activations to such directions.

Mueller et al. (2026); Bricken et al. (2023)
1



Part 1 - Asking causal questions

Causal mediators in LLMs

Y

=
DEIJD
000
000
000

a; d=aay+pay

00 ooo oo attention  ©

(e]ele; Glelos OO MLP

What kind of component(s) should we use as mediators?

Directions: often interpretable, but must be learned using some external
component like a probe or an SAE.

Ag;\cgn be learned to map activations to such directions.

Mueller et al. (2026); Bricken et al. (2023)
1



Part 1 - Asking causal questions

Featurization
ap
W e .female
° °
® L o *
male ©

ai

Probe: trained to classify with labeled data

Mueller et al. (2026)
Parts 1 2 3

34



Part 1 - Asking causal questions

Featurization
ar
W e .female
° . °
® L o *
male ® e

ai

Probe: trained to classify with labeled data

Mueller et al. (2026)
Parts 1 2 3
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Sparse autoencoder (SAE): trained to
reconstruct a without labels.
Yields multiple directions

34



Part 1 - Asking causal questions

Featurization
reconstructed
ar a
W e .female
° ° o Q features
® o °
male ® o

ai

Probe: trained to classify with labeled data Sparse autoencoder (SAE): trained to
reconstruct 2 without labels.
Yields multiple directions

Sparse autoencoder A small network trained, without labels, to reconstruct an
(SAE) activation from a few of many learned directions.

Mueller et al. (2026)
Parts 1 2 3



Part 1 - Asking causal questions

Probing vs. patching

M ( the LLM
L‘_IJ | the LLM s‘ Fredlctlon y ]

biography x

----- >probe’s guess: female?

Probing asks: can information about gender be decoded from a?



Part 1 - Asking causal questions

Probing vs. patching

patch a the LLM
biography x (4) [ the LLM’s prediction y ]

----- >probe’s guess: female?

Probing asks: can information about gender be decoded from a?

Patching asks: does changing a change the LLM’s prediction?



Part 1 - Asking causal questions

Probing vs. patching

i the LLM
biography x (4) [ the LLM’s prediction y ]

----- >probe’s guess: female?

Probing asks: can information about gender be decoded from a?
Patching asks: does changing a change the LLM’s prediction?

For example, if we claim that an LLM relies on gender, that would be a claim
relating to the second question.
1



Part 1 - Asking causal questions

Mechanisms

>
[ eye ] [ ear ] [nose]
input x

p(cat) outputy
A
® | |
attention MLP
D
P}C\Ztto This is a picture of a

N~ ———



Part 1 - Asking causal questions

Mechanisms

plc

A

at)  outputy

N

® | |

i j

What if we have no names for these concepts?

1

[ attention ] [MLP]

N~ ———



Part 1 - Asking causal questions

Summary

Probing

a correlates with
gender.
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gender. model’s use of

gendered terms.



Part 1 - Asking causal questions

Summary
Probing Patching
a correlates with a influences the
gender. model’s use of

gendered terms.

Next

What exactly can we
conclude from these
results?



Part 1 - Asking causal questions

Pointers to the literature

Probing

Hewitt and Liang (2019): Designing and Interpreting Probes with Control Tasks

Hewitt and Manning (2019): A Structural Probe for Finding Syntax in Word Representations
Voita and Titov (2020): Information-Theoretic Probing with Minimum Description Length

Ravichander et al. (2021): Probing the Probing Paradigm: Does Probing Accuracy Entail
Task Relevance?

Belinkov (2022): Probing Classifiers: Promises, Shortcomings, and Advances



Part 1 - Asking causal questions

Pointers to the literature

Probing with interventions

Ravfogel et al. (2020): Null It Out: Guarding Protected Attributes by Iterative Nullspace
Projection

Elazar et al. (2021): Ammnesic Probing: Behavioral Explanation with Amnesic Counterfactuals

Belrose et al. (2023): LEACE: Perfect linear concept erasure in closed form



Part 1 - Asking causal questions

Pointers to the literature

Paired inputs and gender

De-Arteaga et al. (2019): Bias in Bios: A Case Study of Semantic Representation Bias in a
High-Stakes Setting

Kaushik et al. (2020): Learning the Difference that Makes a Difference with
Counterfactually-Augmented Data

Vig et al. (2020): Investigating Gender Bias in Language Models Using Causal Mediation
Analysis



Part 1 - Asking causal questions

Pointers to the literature

Causal mediation and activation patching

Robins and Greenland (1992): Identifiability and Exchangeability for Direct and Indirect
Effects

Pearl (2001): Direct and Indirect Effects

Meng et al. (2022): Locating and Editing Factual Associations in GPT

Wang et al. (2023): Interpretability in the Wild: a Circuit for Indirect Object Identification in
GPT-2 small

Heimersheim and Nanda (2024): How to use and interpret activation patching

Zhang and Nanda (2024): Towards Best Practices of Activation Patching in Language
Models: Metrics and Methods

Mueller et al. (2026): The Quest for the Right Mediator: Surveying Mechanistic
Interpretability for NLP Through the Lens of Causal Mediation Analysis

The full bibliography is on the tutorial website.
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Outline

Asking causal questions
causal mediation

Levels of causal questions Patrik Reizinger
the causal ladder

Identifying the answers

when are answers to causal questions unique?

Parts 1 2 3
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Why do we need causality?



Part 2 - Levels of causal questions -

Probe example
the claim, and its evidence

“The model represents gender at this
layer, and the prediction relies on it”
a linear probe on these bios

Claim from demo 11; decoding versus control after Joshi et al. (2026),
Appendix D.2

Parts 1 2 3

Demo: Claim diagnosis

44


https://causality4mechinterp.github.io/demos/claim-diagnosis.html

Part 2 - Levels of causal questions -

Probe example

the claim, and its evidence a reader can take it to say

“The model represents gender at this the network uses gender
layer, and the prediction relies on it” here for its prediction
a linear probe on these bios

Claim from demo 11; decoding versus control after Joshi et al. (2026),
Appendix D.2

Parts 1 2 3

Demo: Claim diagnosis
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Part 2 - Levels of causal questions -

Probe example

the claim, and its evidence a reader can take it to say

“The model represents gender at this the network uses gender
layer, and the prediction relies on it” here for its prediction
a linear probe on these bios

Claim from demo 11; decoding versus control after Joshi et al. (2026),
Appendix D.2

Parts 1 2 3

the evidence supports

gender is decodable
from a on these bios

Demo: Claim diagnosis

44


https://causality4mechinterp.github.io/demos/claim-diagnosis.html

Part 2 - Levels of causal questions -

Probe example

the claim, and its evidence a reader can take it to say the evidence supports
“The model represents gender at this the network uses gender  gender is decodable
layer, and the prediction relies on it” here for its prediction from a on these bios

a linear probe on these bios

decoding, what the probe did: read a [bio x]—>[ a ]—»[probe]—» gender
control, what “relies on it” claims: set a, ] -
d 5 [blox]—>[ a ]—>[ Yy ] ?

oes i move?

Claim from demo 11; decoding versus control after Joshi et al. (2026),
Appendix D.2

Demo: Claim diagnosis
2


https://causality4mechinterp.github.io/demos/claim-diagnosis.html

Part 2 - Levels of causal questions —
Patching head 9.6 changes the IOl answer, but there might
be another route

the claim, and its evidence

A name-mover head (9.6 in GPT-2 small)
contributes to the IOI behaviour
path patching

Claim from demo 11, paraphrasing Wang et al. (2023); the second route after Joshi et al. (2026),
Appendix D.2
2



Part 2 - Levels of causal questions —

Patching head 9.6 changes the IOl answer, but there might
be another route

the claim, and its evidence a reader can take it to say

A name-mover head (9.6 in GPT-2 small) head 9.6 plays a part in
contributes to the IOI behaviour the IOI answer, or it is
path patching the I0I mechanism

Claim from demo 11, paraphrasing Wang et al. (2023); the second route after Joshi et al. (2026),
Appendix D.2
2



Part 2 - Levels of causal questions —
Patching head 9.6 changes the IOl answer, but there might
be another route

the claim, and its evidence a reader can take it to say the evidence supports

A name-mover head (9.6 in GPT-2 small) head 9.6 plays a partin  patching what head 9.6
contributes to the IOI behaviour the IOI answer, or it is sends changes the tested
path patching the IOl mechanism I0I answers

Claim from demo 11, paraphrasing Wang et al. (2023); the second route after Joshi et al. (2026),
Appendix D.2
2



Part 2 - Levels of causal questions —
Patching head 9.6 changes the IOl answer, but there might
be another route

the claim, and its evidence a reader can take it to say the evidence supports

A name-mover head (9.6 in GPT-2 small) head 9.6 plays a partin  patching what head 9.6
contributes to the IOI behaviour the IOI answer, or it is sends changes the tested
path patching the IOI mechanism I0I answers

/ head 9.6 \

another head

the patch shows that the route through 9.6 changes the answer; another route can give the
same answer, so 9.6 is one mechanism, not the mechanism.

Claim from demo 11, paraphrasing Wang et al. (2023); the second route after Joshi et al. (2026),
Appendix D.2
2



Part 2 - Levels of causal questions —

The carry examples: claim ambiguity

the claim, and its evidence

“This activation encodes the carry”
activation patching over the tested sums

Claim from demo 11
2



Part 2 - Levels of causal questions —

The carry examples: claim ambiguity

the claim, and its evidence areader can take it to say

“This activation encodes the carry”  the carry is decodable

activation patching over the tested sums from it, or it is the
carry the network
uses

Claim from demo 11
2



Part 2 - Levels of causal questions —

The carry examples: claim ambiguity

the claim, and its evidence areader can take it tosay the evidence supports

“This activation encodes the carry”  the carry is decodable copying it from

activation patching over the tested sums from it, or it is the 30+ 47 changes the
carry the network answers of the tested
uses sums that carry

Claim from demo 11
2



Part 2 - Levels of causal questions —

Formulating precise (causal) claims is hard

53.5% are open to a stronger interpretation

185 claims, 50 papers 47.0% under a conservative recoding
I 1
no gap: 86 a gap: 76 wide gap: 23

Joshi et al. (2026), Appendix G (pilot study)
Parts 1 2 3



Part 2 - Levels of causal questions —

Formulating precise (causal) claims is hard

53.5% are open to a stronger interpretation

185 claims, 50 papers 47.0% under a conservative recoding

I 1
no gap: 86 a gap: 76 wide gap: 23
words that say what goes words' tha.t say what words that say how the
with what changing it does network works
correlates with, predicts, causally affects, mediates, encodes, represents, the
is decodable is sufficient for circuit, computes, stores

Joshi et al. (2026), Appendix G (pilot study)
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Part 2 - Levels of causal questions —

Formulating precise (causal) claims is hard

53.5% are open to a stronger interpretation

185 claims, 50 papers 47.0% under a conservative recoding

M ]
no gap: 86 a gap: 76 wide gap: 23
words that say what goes words' thalt say what words that say how the
with what changing it does network works
correlates with, predicts, causally affects, mediates, encodes, represents, the
is decodable is sufficient for circuit, computes, stores

The gap measures what a reader takes away, not what the authors meant: the
circuit can be a name, and “encodes” often means “is decodable from”.

Joshi et al. (2026), Appendix G (pilot study)
2



Part 2 - Levels of causal questions —

Pearl’s ladder sorts questions into rungs

L3 Ya—i(xp): what would this input
Counterfactual have produced had a been 4?
L2 p(y | do(a := @)): does y change
Intervention when we set a?
R | p(y | a): does y go with a across
Association inputs?
Joshi et al. (2026), Appendix D.1 x input - a activation at layer ¢ - y prediction - Demo: Causal ladder

Parts 1 2 3

48


https://causality4mechinterp.github.io/demos/causal-ladder.html

Part 2 - Levels of causal questions —
Mapping interpretability questions to rungs makes them
better defined

Association

p(y | x) which outputs are likely for this prompt? next-token prediction
E pla|x) which activations does this input produce? probing, SAE features

p(y|a) given these activations, which outputs are likely? linear probes

Joshi et al. (2026), Appendix D.1 x input - a activation at layer ¢ - y prediction
2



Part 2 - Levels of causal questions —

Mapping interpretability questions to rungs makes them

better defined

Intervention

p(y | do(x := x”))
E p(y | do(a := a))

p(y | do(feature))

Association

p(y | x)
E plalx)

ply | a)

Joshi et al. (2026), Appendix D.1
2

if I change the prompt, how does the output change? minimal pairs
if I patch a, how does the output change? patching, ablation
if I move a direction in 4, what changes? steering, feature ablation

which outputs are likely for this prompt? next-token prediction

which activations does this input produce? probing, SAE features
given these activations, which outputs are likely? linear probes

x input - a activation at layer ¢ - y prediction



Part 2 - Levels of causal questions —
Mapping interpretability questions to rungs makes them
better defined

=

=

Counterfactual
Yxex(x0)
ym—ﬁ(xo)
Yfeature—(X0)
Intervention
p(y | do(x := x"))
p(y | do(a := a))
p(y | do(feature))
Association
p(y | x)

pla|x)

ply la)

Joshi et al. (2026), Appendix D.1
2

for this run, would the output have differed with prompt x’?
would this generation have changed had a been 4? causal scrubbing
would this behaviour have occurred without this feature? necessity tests

if I change the prompt, how does the output change? minimal pairs
if I patch a, how does the output change? patching, ablation
if I move a direction in 4, what changes? steering, feature ablation

which outputs are likely for this prompt? next-token prediction

which activations does this input produce? probing, SAE features
given these activations, which outputs are likely? linear probes

x input - a activation at layer ¢ - y prediction



Part 2 - Levels of causal questions ——

Gender and profession: causal questions for each rung

Do these activations correlate with gender?

Gemma-2-2B association (a probe):
- gender is decodable from
tShc hasl worked ) this layer.
in hospitals for () nurse
ten years. e not supported: the model

represents gender here.

——— > female

Rungs after Pearl and Mackenzie (2018); rows adapted from Joshi et al. (2026); Belinkov (2022);
Heimersheim and Nanda (2024)
2



Part 2 - Levels of causal questions ——

Gender and profession: causal questions for each rung

Does setting these activations change the
profession the model predicts?

Gemma-2-2B intervention (patching,
ablation, steering): setting

She has worked nurse a here changes the

in hospitals for — surgeon prediction, on the tested

(I
)
ten years. @ i bios.

not supported: the gender
set mechanism.

Rungs after Pearl and Mackenzie (2018); rows adapted from Joshi et al. (2026); Belinkov (2022);
Heimersheim and Nanda (2024)
2



Part 2 - Levels of causal questions ——

Gender and profession: causal questions for each rung

Would the model have predicted surgeon?

She has worked Gemma-2-2B counterfactual (the
in hospitals for swapped bio, rerun): if
ten years. — e the Sv}\)rap changes gender

- (. and nothing else, this bio
He has worked in C_Ja surgeon? would have been predicted
hospitals for ten surgeon.
years.

not supported: other bios.

Rungs after Pearl and Mackenzie (2018); rows adapted from Joshi et al. (2026); Belinkov (2022);
Heimersheim and Nanda (2024)
2



What is the difference between
interventions and
counterfactuals?

Parts 1 2 3

51



Part 2 - Levels of causal questions

Setting a mediator changes the output without showing how

mediator a

through a

around a

Mediation as in Part 1; Pearl (2001) x input - a activation at layer ¢ - y prediction
2



Part 2 - Levels of causal questions

Setting a mediator changes the output without showing how

a:=a

mediator a

through a
around a
changes
Setting a is enough to change y.
Mediation as in Part 1; Pearl (2001) x input - a activation at layer ¢ - y prediction

2



Part 2 - Levels of causal questions

Setting a mediator changes the output without showing how

a:=a

mediator a

through a

around a

changes

Setting a is enough to change y, but not enough to understand the mechanism.

Mediation as in Part 1; Pearl (2001) x input - a activation at layer ¢ - y prediction
2



Part 2 - Levels of causal questions
Zeroing this head makes Hungarian more likely on average

seed

Tiz éve dolgozik . .. ]

the LLM She has worked .. . )
She has worked ) Tiz éve dolgozik . .. ]
in hospitals for head2 () -
ten years. head 1 @O Tiz éve dolgozik . .. ]

many bios She has worked ... . ]

Tiz éve dolgozik . .. ]

Schematic; do after Pearl (2009)

x input - a activation at layer ¢ - y prediction
2



Part 2 - Levels of causal questions
Zeroing this head makes Hungarian more likely on average

seed

Tiz éve dolgozik . .. ]

the LLM She has worked . . . ] p(Hungarian)
She has worked (I Tiz éve dolgozik . .. ] 40f6
in hospitals for head2 ([ ) -
ten years. head 1 @]O Tiz éve dolgozik . .. ]

many bios

She has worked . ... |

Tiz éve dolgozik . .. ]

asitis g:=0

Schematic; do after Pearl (2009)

x input - a activation at layer ¢ - y prediction
2



Part 2 - Levels of causal questions

Zeroing this head makes Hungarian more likely on average

seed

Tiz éve dolgozik . .. ]

the LLM She has worked . . . ] p(Hungarian)
She has worked (I Tiz éve dolgozik . .. ] 40f6
in hospitals for head2 ([ ) -
ten years. head 1 @]O Tiz éve dolgozik . .. ]

many bios

She has worked . ... |

Tiz éve dolgozik . .. ]

asitis g:=0

p(Hungarian | do(a := 0)) is about the distribution: we are sampling.

Schematic; do after Pearl (2009)

x input - a activation at layer ¢ - y prediction
2



Part 2 - Levels of causal questions

Intervening on a head does not show uniqueness

Part 1: a route can be sufficient without being necessary.

zero head 1: one way

p(Hungarian)
goes up

head 1

x input - a activation at layer ¢ - y prediction



Part 2 - Levels of causal questions

Intervening on a head does not show uniqueness

Part 1: a route can be sufficient without being necessary.

zero head 1: one way

head 1

p(Hungarian)
goes up

zero head 2: another way

p(Hungarian)
goes up

head 1

x input - a activation at layer ¢ - y prediction



Part 2 - Levels of causal questions

Intervening on a head does not show uniqueness

Part 1: a route can be sufficient without being necessary.

zero head 1: one way zero head 2: another way
head 1 head 1
p(Hungarian) p(Hungarian)
goes up goes up
bios
head 2 head 2

Rung two is “local”: it shows sufficiency, not necessity.

x input - a activation at layer ¢ - y prediction



Part 2 - Levels of causal questions
A counterfactual is about a single sample in an imagined
world

the run we saw, every value recorded

(I
head2 ([ Ja @ Tiz éve dolgozik ... ]

head 1 @]0

Huszar (2019); Pearl (2009) x input - a activation at layer ¢ - y prediction
Parts 1 2 3



Part 2 - Levels of causal questions
A counterfactual is about a single sample in an imagined
world

the run we saw, every value recorded

head 1

(I
Xo head2 ([ Ja @ Tiz éve dolgozik ... ]

counterfactual: y,z(x0);
on this bio, with this seed,
had head 2 also been
zeroed, would the text
have been English?

Huszar (2019); Pearl (2009) x input - a activation at layer ¢ - y prediction
Parts 1 2 3 55



Part 2 - Levels of causal questions
We still zero the head, but now we know everything else
p(Hungarian) = 1

the LLM

She has worked ) seed 1, recorded
in hospitals for head2 () @ Tiz éve dolgozik . ..

head 1 (T30

ten years.

this bio xg

known and fixed: the bio, the weights, the seed 1, every other head a:=0

p(Hungarian) is 1 or 0: the inference is deterministic.

Schematic; Huszér (2019) x input - a activation at layer ¢ - y prediction

2



Part 2 - Levels of causal questions
We still zero the head, but now we know everything else

p(Hungarian) = 1

the LLM

seed ug, recorded

@ Tiz éve dolgozik . ..

She has worked
in hospitals for
ten years.

head 2
head 1

I
0
this bio xg

any head

known and fixed: the bio, the weights, the seed 1, every other head a:=0

p(Hungarian) is 1 or 0: the inference is deterministic.

With everything else fixed and known, we can rerun this output with any
head changed.

Schematic; Huszér (2019) x input - a activation at layer ¢ - y prediction
2



What does causality bring to
MechInterp?



Part 2 - Levels of causal questions

An open model gives us full control over the causal graph!

open model, one input xg

every activation can be set, and the
same input rerun

Parts 1 2 3

clinical trial, a population

@random
O ®© 06060 0 0O
S88880088
drug placebo

one variable randomised; the
answer is an average over patients



How do we climb up the ladder?



Part 2 - Levels of causal questions

A chain-of-thought monitor might only need rung one

Do we always need a stronger claim?

an agent’s chain of thought E

association: if lines like
“Could strategically manipulate this go with tampering,
trajectory evidence? Our thoughts they predict it.

aren’t necessarily logged? Yes not supported: what
transcript.” makes the agent tamper;
flag: once the line and the

tampering tampering come apart, the
monitor misses.

Chain of thought from METR (2026), p. 17; the monitor is our illustration
2



Part 2 - Levels of causal questions

Controlling deception does not need counterfactuals

E' A distribution If we only need how often the output is Hungarian
across prompts, p(Hungarian | do(a := 0)) suffices.

x input - a activation at layer ¢ - y prediction



Part 2 - Levels of causal questions

Controlling deception does not need counterfactuals

| A distribution If we only need how often the output is Hungarian
across prompts, p(Hungarian | do(a := 0)) suffices.

| Control Prohibiting deception is useful even without
understanding its mechanism.

x input - a activation at layer ¢ - y prediction



Part 2 - Levels of causal questions
The type of data can give a higher rung

the data the rung it reaches

ii.d. bios as they come: we can

(She has ... ]] >[probe] only compute correlations (Part 1’s E association
probe)

Rungs after Pearl and Mackenzie (2018); De-Arteaga et al.
(2019); Vig et al. (2020) x input - a activation at layer ¢ - y prediction
Parts 1 2 3 62



Part 2 - Levels of causal questions
The type of data can give a higher rung

the data the rung it reaches

She has worked . data we control: we set a (patching), ' .
intervention

or or swap gender and keep the

He has worked . .. profession

ﬁ ii.d. bios as they come: we can
She has ... ] >[probe] only compute correlations (Part 1’s E association
probe)

Rungs after Pearl and Mackenzie (2018); De-Arteaga et al.
(2019); Vig et al. (2020) x input - a activation at layer ¢ - y prediction
Parts 1 2 3 62



Part 2 - Levels of causal questions
The type of data can give a higher rung

the data the rung it reaches
one instance, everything else fixed

@ u and known, and interventions: for terfactual
0 activations, with the input given, a counterfactua

network gives us this

She has worked . data we control: we set a (patching), ' .
or intervention

or swap gender and keep the

He has worked . .. profession

ii.d. bios as they come: we can

] >|probe only compute correlations (Part 1’s E association

probe)

Rungs after Pearl and Mackenzie (2018); De-Arteaga et al.
(2019); Vig et al. (2020) x input - a activation at layer ¢ - y prediction
2



Part 2 - Levels of causal questions
The type of data can give a higher rung

the data the rung it reaches
one instance, everything else fixed

@ u and known, and interventions: for torfactual
0 activations, with the input given, a counterfactua

network gives us this

She has worked . data we control: we set a (patching), . .
or intervention

or swap gender and keep the

He has worked . .. profession

ﬁ ii.d. bios as they come: we can
] >|probe only compute correlations (Part 1’s E association
probe)

With greedy decoding, rerunning one input gives the rung-three answer about
activations; sampling multiple reruns gives rung two.

Rungs after Pearl and Mackenzie (2018); De-Arteaga et al.
(2019); Vig et al. (2020) x input - a activation at layer ¢ - y prediction
2



Part 2 - Levels of causal questions

We interpret activations, but we care about concepts

Concepts are informal, high-level things; activations can represent them
mathematically. What is the map between concepts and activations?

. I 1 1 1
, emotion + | colour « | genre . ; gender .

concepts

what claims name; N AN N

never observed,
not set directly

activation a [ ] [ ] [ ] [ ] [ ]

read and set in
every forward pass one layer, one position

x input - a activation at layer ¢ - y prediction



Part 2 - Levels of causal questions
If we want to change a concept, we need to find it in
activation space

Concept: the genre. Representation: a direction in 4.

high level

! 1
nre: m T ! :

the concept | genre: mystery | | BEITE: Torhance,

7: read the .

genre off a
low level / steer along the direction /
the network’s a a
activations

genre direction

Schematic; the direction is what distributed alignment search (DAS) learns, next frames
2
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Part 2 - Levels of causal questions
Distributed Alignment Search learns an activation subspace

that maps to a concept

1. select a concept 2. rotate a 4. train the rotation
3. pick a subspace

proposed carry

tested sums

17 +25: 32/
36 +48: 74 v
45 + 21: 66 X
58 +16: 64 vV

| 3/4

Schematic; Geiger et al. (2024); Sutter et al. (2025) x input - a activation at layer ¢ - y prediction
2



Part 2 - Levels of causal questions
DAS learns a rotation of the activations in which swapping a
few coordinates acts like setting the carry
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Part 2 - Levels of causal questions
DAS learns a rotation of the activations in which swapping a
few coordinates acts like setting the carry

=
=
L
thef&st .aé ﬂ’ (30 + 47)
\ [ J
\ =}
\ . .
\ before training learned carry axis
\ . network program, carry 0
\ a’’s coordinate
\
| =" Terun 32 agree? 32
\
! © tested sums
a (17 + 25) unitlofo I  3/4
Schematic, two units of 2 drawn; Geiger et al. (2024) x input - a activation at layer ¢ - y prediction
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Part 2 - Levels of causal questions

A causal abstraction maps the activations to the concept

Consistency: the two routes agree.

high level ST T T - set the genre T mmmmmmmms )
1 genre: mystery ' genre: romance !

the concept oL 1 do(genre :=romance) 2 __________. !

7: read the

genre off a same genre T

either way

low level / steer along the direction /
the network’s 4 a

activations —
genre direction

Rubenstein et al. (2017); Beckers and Halpern (2019); Geiger et al. (2021); Geiger et al. (2025)
2



Part 2 - Levels of causal questions

Abstraction caveats

Setting the high-level variable does not say which low-level variable changes.

low level two cholesterols high level one cholesterol

raises risk

heart
disease

lowers risk

? heart

LDL + HDL

Rubenstein et al. (2017), Figure 1
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Part 2 - Levels of causal questions

Abstraction caveats

Setting the high-level variable does not say which low-level variable changes.

low level two cholesterols high level one cholesterol

raises risk

heart
disease

lowers risk

? heart

LDL + HDL

diet A raises LDL: total up, risk up
diet B raises HDL: total up as much, risk down

in an LLM: two directions that both read as gender can move the prediction differently

Rubenstein et al. (2017), Figure 1
2



Outline

Asking causal questions
causal mediation

Levels of causal questions Patrik Reizinger
the causal ladder

Identifying the answers

when are answers to causal questions unique?

Parts 1 2 3

69



Outline

Asking causal questions
causal mediation

Levels of causal questions
the causal ladder

Identifying the answers Shruti Joshi

when are answers to causal questions unique?

Parts 1 2 3

69



We keep finding unexpected LLM behaviour post hoc

Northeastern Global News, 6 May 2026; Hugging Face, 27 July 2026.
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We keep finding unexpected LLM behaviour post hoc

ChatGPT has a goblin problem. An expert says
it's bigger than an Al quirk.

Openar
thewort

Anatomy of a Frontier Lab Agent
Intrusion: A Technical Timeline of the
July 2026 Incident

Northeastern Global News, 6 May 2026; Hugging Face, 27 July 2026.
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We keep finding unexpected LLM behaviour post hoc

ChaIGPT s agblinproblem, Anerpert sy We fine-tune models,

it's bigger than an Al quirk.
3 i

find unexpected behaviours,

|

fine-tune again, . ..

How do we get out of this cycle?

Anatomy of a Frontier Lab Agent
Intrusion: A Technical Timeline of the
July 2026 Incident

Northeastern Global News, 6 May 2026; Hugging Face, 27 July 2026.
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We keep finding unexpected LLM behaviour post hoc

Ol . gt s We fine-tune models,
it's bigger than an Al quirk.

J

find unexpected behaviours,

|

fine-tune again, . ..

We need ways to find changes we cannot
cleanly distil into such target concepts,
ideally before they show up in the

Anatomy of a Frontier Lab Agent outputs.
Intrusion: A Technical Timeline of the
July 2026 Incident

Northeastern Global News, 6 May 2026; Hugging Face, 27 July 2026.
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Unsupervised interpretability requires many choices

Language Internal Unsupervised
model representations decomposition

Input text Residgal §tream Objectiive Interpreting
activations and prior concepts
which inputs what is a good start- which objec- which features
do we use? ing point for analysing tive and prior? are real concepts?
representations?

how many features?

Each choice decided what concepts we can hope to recover without explicit
supervision.
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Unsupervised interpretability requires many choices

Language Internal Unsupervised
model representations decomposition

Input text Residgal §tream Objectiive Interpreting
activations and prior concepts
which inputs what is a good start- which objec- which features
do we use? ing point for analysing tive and prior? are real concepts?
representations?

how many features?

Thus, we need reliable unsupervised interpretability such that we find
consistent answers.

3 Identifying the answers -



We can reconstruct activations

Language Internal |
model representations

~

Unsupervised
decomposition

. S Int -
Input text Re51dga1 fstream Ob]ectl.ve nterpreting
activations and prior concepts
Accurate
reconstruction

Sparse autoencoders reconstruct activations accurately, and their reconstruction
error drops down predictably as they are scaled up. [Gao et al,, 2024 ]
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We can reconstruct activations, but not recover concepts

Language Internal Unsupervised

model representations decomposition
Input text Re51dga1 stream Ob]ectl.ve
activations and prior
Accurate

reconstruction

Interpreting
concepts

Unreliable
concepts

Good reconstruction does not automatically imply we have learned the
concepts the model uses as several decompositions reconstruct the activations
equally well. [Locatello et al., 2019. Wu et al., 2025.]

3
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Goal

Develop unsupervised interpretability methods that
provably recover the concepts a language model uses.

3 Identifying the answers —
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Formalising concepts as latent variables

Language Internal Unsupervised
model representations decomposition

Residual stream
activations

Input text

3 Identifying the answers —



Formalising concepts as latent variables

Language Internal Unsupervised
model representations decomposition

Residual stream

Input text T
activations

X

3 Identifying the answers —



Formalising concepts as latent variables

Language Internal Unsupervised
model representations decomposition
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Formalising concepts as latent variables

h

Language Internal Unsupervised
: s Features
model representations decomposition

Input text Re51dga1 §tream
activations
X a
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Formalising concepts as latent variables

h

Language Internal Unsupervised
: s Features
model representations decomposition

Input text Re51dga1 §tream
activations
X a

Let c denote the concepts we care about.
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How concepts become activations

8

c —— X

concepts input text
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concepts input text activations
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How concepts become activations

C — X — a ——— h

concepts input text activations features
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How concepts become activations

fog
Ld < - = ~ ~
e ~
Il 7 S N
, f b
C —— X —— a4 — |
concepts input text activations features

We are interested in f o g, the map from concepts to activations.
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Why model concepts this way?

c — 5 x — 5 g —— 5[}

Pretrained Architecture
D5 and fixed and objective
if two concepts always if the objective scores
occur together in two solutions equally, it
the data, no method cannot tell distinguish
can distinguish them between the right

and the wrong ones

Interpreting 2 means undoing f o g, so it is tied to the data and to the
architecture.
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Why model concepts this way?

c — 5 x — 5l g —— 5}

Pretrained Architecture
Data and fixed and objective
if two concepts always if the objective scores
occur together in two solutions equally, it
the data, no method cannot tell distinguish
can distinguish them between the right

and the wrong ones

The question is, which data and architectures make concepts recoverable.
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Recall: a taxonomy of mechanistic interpretability

Causal claims

Activation contrasts
Yes Causal mediation analysis
Testing candidate abstractions

Linearly classify concepts from
activations

Supervised

3 Identifying the answers

Sparse autoencoders
PCA

Unsupervised

Concept supervision



Learning latent variable models

How the activations are generated

===

3 Identifying the answers




Learning latent variable models

How the activations are generated

===

3 Identifying the answers

How we learn from the activations



Learning latent variable models

How the activations are generated

===

3 Identifying the answers

How we learn from the activations

a — r »@—» q —

A

a



Learning latent variable models

How the activations are generated How we learn from the activations

fog our model of f o g
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Learning latent variable models

How the activations are generated How we learn from the activations

fog our model of f o g
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/g f4
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our estimate of c

We train r and g so that the decoder gives back the activations, q(r(a)) ~ a.
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Learning latent variable models

How the activations are generated How we learn from the activations

fog our model of f o g

===

/g f4
c X a h a—»r—»@—»f]—)a

our estimate of c

We train r and g so that the decoder gives back the activations, q(r(a)) ~ a.

The hope is that & recovers the concepts c.

3 Identifying the answers
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The reconstruction objective
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a > r —>@—> q —
for any invertible L,
-1 _
a Lor —> qoL_l —> q(L Lh)—q(h), SP
the reconstruction is

the same
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>
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what does Lh represent?
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The reconstruction objective

min,,; E[ lla — q(r(a))I |

a > r —>@—> q —>
for any invertible L,
a > Lor —> goLl — q(L7Lh) = g(h), so
the reconstruction is

the same

suppose h estimates c

>

>

what does Lh represent?

Each coordinate of L/ mixes multiple concepts (potentially unrelated).
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The reconstruction objective

min, ; E[ [l - q(r(a))|? ]

a > r —>@—> q —
for any invertible L,
-1 _
the reconstruction is

the same

suppose h estimates ¢

>

>

what does Lh represent?

Reconstruction objective alone cannot distinguish /1 from L}, such that it
matches c.
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What this means for steering

c2: profession

She is a nurse.

c1: gender
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What this means for steering

co: profession
ha

He is a nurse.
.—) Y
She is a nurse. She is a nurse. I

c1: gender
Moving along ¢y
changes only gender.
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What this means for steering

co: profession He is a surgeon.
ha
He is a nurse. /
——e>>
She is a nurse. She is a nurse. I
c1: gender
Moving along ¢y Moving along h; changes
changes only gender. gender and profession at once.
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For this example, we would need to
identify each concept axis individually.
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Key concept: identifiable representation learning

Identifiable representation learning gives suffi-
cient conditions, on the data and on the model, un-
der which the i we learn recovers the concepts c.

Reconstruction alone allows h =Lc for any invertible L.

Under these conditions, h = P D c.
—— ——

permutation scaling

Neither a permutation nor a scaling mixes concepts, so each axis of / aligns
with a single concept.

3 Identifying the answers




So what are these conditions?
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as latent variables

Concepts as latent
variables, and how do
they produce the
activations we observe?
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Key questions

Whether we can recover the concepts, up to permutation and scaling, comes
down to three questions.

What data do we need for the answer to be unique?
What do we need to assume about the architecture and how it is trained?

How unique does the answer need to be?
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Architecture and objective: a
linear decoder, and a sparsity
penalty on the learned codes.

Data: only a few concepts
are active in each input.
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What sparse autoencoders assume

min,, o B[ lla - q@)IP + A (@) ]

sparsity

a - r —>@_> q —

Architecture and objective: a
linear decoder, and a sparsity
penalty on the learned codes.

>

Data: only a few concepts
are active in each input.

Sparsity rules out competing solutions only if the concepts really are sparse

in the data.
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3 Identifying the answers




Sparsity is an assumption about the world

sparse autoencoders as-
sume only a few of these
are active in each input

Parts 1 2 3 Identifying the answers ——— 89



Sparsity is an assumption about the world

whether that holds is a
property of the world

sparse autoencoders as-
sume only a few of these
are active in each input

Parts 1 2 3 Identifying the answers 89



Sparsity is an assumption about the world

whether that holds is a
property of the world

sparse autoencoders as-
sume only a few of these
are active in each input

Can we move this assumption out of the world and into how we design the
data?

Parts 1 2 3 Identifying the answers 89
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et
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Has identifiable representation learning studied this?

[ Modelling sparse or diverse interventions gives identifiable representations. ]

[Locatello et al., 2020. Ahuja et al., 2022. Brehmer et al., 2022. von Kiigelgen et al., 2023. Zhang
etal., 2023.]
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What if we look at pairs of inputs?

. 8 Found it! A sneaky little gob-
(code, playful, goblin) ©c T\ * lin is hiding in your loop.

(code, plain, none) 8 Found it. There is an off-by-
P ! ¢ one error in your loop.

=1

Several concepts can change between the two inputs, and we never need to say
which. Why look at pairs at all?
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One possible solution
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Linear representation hypothesis: a = A ¢ for some matrix A.
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One possible solution

Sc=C¢-c « > da=d—-a

Linear representation hypothesis: 4 = A ¢ for some matrix A.

Then the two differences are linearly related: 6a = A 6c.
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The linear case is one of several

0a linear in 6c¢

the assumption behind the linear
decoder of sparse autoencoders
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The linear case is one of several

0a linear in 6c¢ 6a nonlinear in 6c¢

the assumption behind the linear also identifiable from pairs,
decoder of sparse autoencoders under further conditions

[Locatello et al., 2020. Brehmer et al., 2022. von Kiigelgen et al., 2023.]
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The linear case is one of several

0a linear in 6c¢ 6a nonlinear in 6c¢

the assumption behind the linear also identifiable from pairs,
decoder of sparse autoencoders under further conditions

[Locatello et al., 2020. Brehmer et al., 2022. von Kiigelgen et al., 2023.]

Here, we will assume a linear decoder, as is the standard assumption.
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Sparse autoencoders: only a few concepts are active in each input.
Decided by the world.
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is sparse. Decided by how we build the pairs.

We train the same autoencoder as before on 64, with the sparsity penalty on its
code.
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Assume the shift is sparse, not the concepts

Sparse autoencoders: only a few concepts are active in each input.
Decided by the world.

Sparse shifts: only a few concepts change within each pair, so 6c
is sparse. Decided by how we build the pairs.

We train the same autoencoder as before on 64, with the sparsity penalty on its
code.

The assumption moves from the world to experimental design.
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Is that enough to constrain the space of solutions?
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Is that enough to constrain the space of solutions?

Would it sit exactly where we put the question mark?

3 Identifying the answers



Not quite

Causal claims

Yes

Parts

Activation contrasts
Causal mediation analysis
Testing candidate abstractions

Linearly classify concepts from
activations

Sparse autoencoders
PCA

Supervised

1 2 3 Identifying the answers
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Not quite

Causal claims

—
4 R “\(
Activation contrasts
Yes Causal mediation analysis Sparse shifts
‘ Testing candidate abstractions \
N %
Linearly classify concepts from Sparse autoencoders
No L
activations | ‘ PCA
Supervised Unsupervised

Concept supervision
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Sparse shift autoencoders

Causal claims

Yes

T~ if you're in-

Activation contrasts terested, check
Causal mediation analysis Sparse shifts out our paper
Testing candidate abstractions on sparse shift

~———  — autoencoders

Linearly classify concepts from Sparse autoencoders
activations PCA
Supervised Unsupervised

Concept supervision

Joshi, Dittadi, Lachapelle and Sridhar (2025), arXiv:2502.12179.
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What flexibility does weak supervision give us?
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What flexibility does weak supervision give us?

When can we identify the concepts up to permutation and scaling?
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What flexibility does weak supervision give us?

When can we identify the concepts up to permutation and scaling?

Do we always need that much?
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Back to our key questions

Whether we can recover the concepts, up to permutation and scaling, comes
down to three questions.

How unique does the answer need to be?
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What is an equivalence class of solutions?

profession

2

h]
gender

the ground truth

one axis per concept
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What is an equivalence class of solutions?

profession

hy hy
h] hz
gender
the ground truth relabelled
one axis per concept axes swapped
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hy hy
h
h ho | hy
gender
the ground truth relabelled rescaled
one axis per concept axes swapped different units
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What is an equivalence class of solutions?

profession

ha
ha hy
hz h]
h ho | hy

gender
the ground truth relabelled rescaled linearly entangled
one axis per concept axes swapped different units each axis mixes concepts
. /

all four reconstruct the activations equally well
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What is an equivalence class of solutions?

profession

h
2 I ’
hz h]
h ho | hy

gender

the ground truth relabelled rescaled linearly entangled
one axis per concept axes swapped different units each axis mixes concepts
. /

all four reconstruct the activations equally well

An equivalence class is the set of solutions under our assumptions that our
data and modeling choice cannot distinguish.
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Identifiability shrinks the equivalence class

profession

ha
h2 l 11
I
ho &
hq ho | hy
gender
the ground truth relabelled rescaled linearly entangled
one axis per concept axes swapped different units each axis mixes concepts

~

reconstruction alone: h = Lc for any invertible L
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Identifiability shrinks the equivalence class

ruled out by sparse shifts

profession

h
h2 ]’ll ’
l’lz h]
]’11 h2 | h1

gender
the ground truth relabelled rescaled linearly entangled

one axis per concept axes swapped different units each axis mixes concepts

~

reconstruction alone: h = Lc for any invertible L
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Identifiability shrinks the equivalence class

profession up to permutation and scaling: h = PDc ruled out by sparse shifts
ha
il
ha i
I Iy T
gender
the ground truth relabelled rescaled linearly entangled
one axis per concept axes swapped different units each axis mixes concepts

-

reconstruction alone: h = Lc for any invertible L
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Identifiability shrinks the equivalence class

profession up to permutation and scaling: h = PDc ruled out by sparse shifts
ha
il
ha i
I Iy T
gender
the ground truth relabelled rescaled linearly entangled
one axis per concept axes swapped different units each axis mixes concepts

-

reconstruction alone: h = Lc for any invertible L

Every solution left has one concept per axis, so steering along any of them
changes one concept.
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How small does the class need to be?

Permutation and scaling

concepts ¢

learned 1

h=PDc

steer or monitor
a single concept
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How small does the class need to be?

Permutation and scaling Blocks

concepts ¢

O
|| N
] N
h=PDc

h = Bce, B block-diagonal
steer or monitor

erase or isolate a
a single concept group of concepts

learned h
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How small does the class need to be?

Permutation and scaling Blocks Any linear invertible map
concepts (o

|| N HEN
N N EETN
|| N BEE
] N HENE
h=PDc

h = Bc, B block-diagonal h=Lc
steer or monitor

erase or isolate a
a single concept group of concepts

learned h

decode concepts
with a linear probe
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How small does the class need to be?

finer: needs stronger assumptions coarser: needs weaker assumptions
Permutation and scaling Blocks

Any linear invertible map
concepts ¢

|| N HEN
N EETN
|| N BEE
] HENE
h=PDc

h = Bc, B block-diagonal h=Lc
steer or monitor

erase or isolate a
a single concept group of concepts

learned h

decode concepts
with a linear probe
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How small does the class need to be?

finer: needs stronger assumptions

Permutation and scaling

coarser: needs weaker assumptions

Blocks

concepts (o

h = Bce, B block-diagonal

erase or isolate a
group of concepts

learned h

h=PDc
steer or monitor

a single concept

Any linear invertible map

h=Lc
decode concepts
with a linear probe

Choose the coarsest class your problem allows: it needs the weakest

assumptions.
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Where a coarser class is enough

1. Permutation and scaling 2. Blocks
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1. Permutation and scaling 2. Blocks

———

steer one concept at a time
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information at once

change style while
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1. Permutation and scaling 2. Blocks

———

steer one concept at a time erase all demographic
information at once

change style while
keeping content

Parts 1 2 3 Identifying the answers

3. Any linear invertible map

linear probe

compare if two models repre-
sent the same set of concepts

102



Where a coarser class is enough

1. Permutation and scaling 2. Blocks

———

steer one concept at a time

erase all demographic
information at once

change style while
keeping content

often enough in practice

3. Any linear invertible map

linear probe

compare if two models repre-
sent the same set of concepts

Parts 1 2 3 Identifying the answers
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How do different runs and models relate?
h; = P;D;c, ]’l]' = P]'D]' ¢ — h;= P;D; (P]'Dj)_l h]'

—
a permutation and a scaling
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How do different runs and models relate?

h; = P;D;c, h]' = P]'Dj ¢ — h;= P;D; (P]'D]‘)_l h]'
—
a permutation and a scaling

Permutation and scaling

run j

run i

hi=PDh;
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How do different runs and models relate?
h; = P;D;c, h]' = P]'D]' ¢ — h;= P;D; (P]'D]')_l h]'

—
a permutation and a scaling

Permutation and scaling

Blocks Any linear invertible map
run j
N m ] |
: N L EEEE
) ] - N ]
[ N HTEN
hi =PD h; hi =Bhj hi =L
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How do different runs and models relate?

Identifiability implies model equivalence: different runs, or different
models, agree up to the class.

Permutation and scaling

run j

hi=PDh; hi = B hi =LA

Blocks Any linear invertible map

run i
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How do different runs and models relate?

Identifiability implies model equivalence: different runs, or different
models, agree up to the class.

compare models across runs with different seeds

Permutation and scaling

run j

hi = PD hj hi = B hi=Lh;

Blocks Any linear invertible map

run i
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Summary: why care about identifiability for
interpretability?

It enables meaning-

ful interventions.
Intervening on a feature
would change only one con-

cept without unintended
effects.
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Summary: why care about identifiability for

interpretability?

It enables meaning-

ful interventions.
Intervening on a feature
would change only one con-
cept without unintended
effects.

We can recover
equivalent mod-
els.
Different runs with differ-
ent seeds would recover the
same concepts, up to rela-
belling and rescaling.
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Summary: why care about identifiability for
interpretability?

It enables meaning- [Pl We can recover M We can design ex-

ful interventions. equivalent mod- periments that an-
Intervening on a feature els. swer causal ques-
would change only one con-  Different runs with differ- tions uniquely!
cifpt tw1thout unintended ent seeds would recover the 7o can make assumptions
effects.

same concepts, up to rela-

on the data and the archi-
belling and rescaling.

tecture that makes concepts
recoverable.

Identifiability is what enables us to achieve these desiderata.
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Two takeaways

How much you can claim about the con-
cepts an LLM uses depends on the data

you learn them from and the architecture
you choose.
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Two takeaways

How much you can claim about the con-
cepts an LLM uses depends on the data + how you optimise
you learn them from and the architecture it

you choose.

Where you place your assumptions mat-

ters a great deal.
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Two takeaways

How much you can claim about the con-
cepts an LLM uses depends on the data

you learn them from and the architecture
you choose.

Where you place your assumptions mat-

ters a great deal.

3 Identifying the answers

+ how you optimise
it

you can place them
on the experiment
rather than on the
world
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The Big Picture

We need experiments that enable us to distinguish between correlations and causation.

To understand causation, we can pose different levels of queries that give us
increasingly more causal understanding of the system.
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The Big Picture

We need experiments that enable us to distinguish between correlations and causation.

To understand causation, we can pose different levels of queries that give us

increasingly more causal understanding of the system.

We can answer these questions up to the indeterminacies determined by the
assumptions encoded in our experimental design.
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Eat a palacsinta, a fish soup, a fogas and a chimney cake

Hortobagy Gundel Fisherman’s Pike-perch  Chimney cake
pancake pancake soup fogas (Balaton) kiirtGskalécs
Hortobagyi Gundel palacsinta halaszlé Photo: eLNuko,  Photo: Christo, CC
palacsinta Photo: Karl Gruber, Photo: Luka$ Perny,  public domain BY-SA 4.0
Photo: Christo, CC  CC BY-SA 3.0 AT CC BY-SA 4.0
BY-SA 4.0

Photos from Wikimedia Commons
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Hike Normafa, the Holdvilag gorge, Prédikalészék and the
Danube Bend

Normafa, Holdvilag Prédikalészék Danube Bend
Erzsébet tower gorge Démos Dunakanyar
Erzsébet-kilato Holdvﬂég-ér ok Photo: Christo, CC Photo: Elekes
Photo: Tlustratedjc, (Pilis) BY-SA 4.0 Andor, CC BY-SA
CCBY-SA 4.0 Photo: Szenti Tamés, 4.0
CCBY-SA 4.0

Photos from Wikimedia Commons
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Walk Margaret Island and Gellért Hill

Margaret Cave Church
Island Sziklatemplom
Margit-sziget Photo: Djurika, CC
Photo: Perituss, CCO BY-SA 3.0

Photos from Wikimedia Commons
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Visit Visegrad, Buda Castle, the Szentendre museum and
the BME main building

: L
A
Visegrad Castle Buda Castle Matthias Szentendre BME main

Fellegvar (citadel) Budavari Palota, Church open-air building
Photo: Szilas, public History Museum Matyés-templom museum K épiilet, library
domain Photo: Jakub Hatun, Photo: Perituss, CCO Skanzen, bakeries Photo: Christo, CCO
CCBY-SA 4.0 Photo: Elekes

Andor, CC BY 4.0

Photos from Wikimedia Commons
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